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Abstract

Wepresentanextensionto theJojicandFrey (2001)layeredspritemodel
whichallowsfor layersto undergoaf�ne transformations.Thisextension
allows for af�ne objectposeto be inferredwhilst simultaneouslylearn-
ing theobjectshapeandappearance.Learningis carriedoutby applying
an augmentedvariational inferencealgorithm which includesa global
searchover a discretisedtransformspacefollowed by a local optimisa-
tion. To aid correctconvergence,we usebottom-upcuesto restrictthe
spaceof possibleaf�ne transformations.Wepresentresultsonanumber
of videosequencesandshow how themodelcanbeextendedto trackan
objectwhoseappearancechangesthroughoutthesequence.

1 Intr oduction

Generative modelsprovide a powerful and intuitive way to analyseimagesor video se-
quences.Becausesuchmodelsdirectly representthe processof imagegeneration,it is
straightforwardto incorporateprior knowledgeabouttheimagingprocessandto interpret
results.Sincetheentiredatasetis modelled,generative modelscangive improvedaccu-
racy andreliability overfeature-basedapproachesandthey alsoallow for selectionbetween
modelsusingBayesianmodelcomparison.Finally, it is possibleto samplefrom generative
models,for example,for thepurposesof imageor videoediting.

Onepopulartype of generative model representsimagesas a compositionof layers[1]
whereeachlayer correspondsto the appearanceandshapeof an individual objector the
background.If thegenerative modelis expressedprobabilistically, Bayesianlearningand
inferencetechniquescanthenbeappliedto reversetheimagingprocessandinfer theshape
andappearanceof individualobjectsin anunsupervisedfashion[2].

Thedif�culty with generative modelsis how to applyBayesianinferenceef�ciently . In a
layeredmodel, inferenceinvolveslocalisingthe poseof the layersin eachimage,which
is hardbecauseof the large spaceof possibleobjecttransformationsthat needsto be ex-
plored.Previously, this hasbeendealtwith by imposingrestrictionson thespaceof object
transformations,suchasallowing only similarity transformations[3]. Alternatively, if the
imagesareknown to belongto a video sequence,trackingconstraintscanbe usedto fo-
custhesearchon a smallareaof transformationspaceconsistentwith a dynamicmodelof
objectmotion [4]. However, even in a videosequence,this techniquerelieson theobject



remainingin frameandmoving relatively slowly.

In thispaper, weextendtheworkof [3] andpresentanapproachtoobjectlocalisationwhich
allowsobjectstoundergoplanaraf�ne transformationsandworkswell bothin theframesof
avideosequenceandin unorderedsetsof images.A two-layergenerativemodelis de�ned
andinferenceperformedusinga factorisedvariationalapproximation,including a global
searchover a discretisedtransformspacefollowedby a localoptimisationusingconjugate
gradients.Additionally, we exploit bottom-upcuesto constrainthe spaceof transforms
beingexplored.Finally, we extendour generative modelto allow theobjectappearancein
oneimageto dependon its appearancein the previous one. Trackingappearancein this
way givesimprovedperformancefor objectswhoseappearancechangesslowly over time
(e.g.objectsundergoingnon-planarrotation).

If the imagesarenot framesof a video, or the object is out-of-frameor occludedin the
previous image,thenthe systemautomaticallyreverts to usinga learnedforegroundap-
pearancemodel.

2 The generative imagemodel

This sectiondescribesthe generative imagemodel, which is illustratedin the Bayesian
network of Figure1. This modelconsistsof two layers,a foregroundlayer containinga
singleobjectandabackgroundlayer.

Wedenoteourimagesetasf x 1; : : : ; xN g, wherex i is avectorof thepixel intensitiesin the
i th image.Thebackgroundlayeris assumedto bestationaryandsoits appearancevectorb
is setto bethesamesizeastheimage.A maskm i hasbinaryelementsthatindicatewhich
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Figure 1: The Bayesiannetwork for the generative image model. The roundedrectangleis a
plate, indicating that thereareN copiesof eachcontainednode(one for eachimage). Common
to all imagesarethe backgroundb, foregroundobjectappearancef andmaskprior � . An af�ne
transformT givesthe positionandposeof the object in eachimage. The binary maskm de�nes
theareaof supportof theforegroundobjectandhasa prior givenby a transformed� . Theobserved
imagex is generatedby addingnoise� separatelyto thetransformedforegroundappearanceandthe
backgroundandcomposingthemtogetherusingthe mask. For illustration, the imagesunderneath
eachnodeof thegraphrepresentthe inferredvalueof thatnodegivena datasetof handimages.A
priori, theappearanceandmaskof theobjectarenotknown.



pixelsof thei th imageareforeground.Themaskis setto beslightly largerthantheimage
to allow theforegroundobjectto overlaptheedgeof theimage.

The foregroundlayer is representedby anappearanceimagevectorf anda prior over its
mask� , bothof which areto be inferredfrom the imageset. Theelementsof � arereal
numbersin the range[0; 1] which indicatethe probability that the correspondingmask
pixelsareon, assuggestedin [5]. Theobjectappearanceandmaskprior arede�ned in a
canonical,normalisedpose;theactualpositionandposeof theobjectin the i th imageis
givenby anaf�ne transformationT i . With our imagesin vectorform, we canconsidera
transformationT to bea sparsematrix wherethe j th row de�nes the linear interpolation
of pixelsthatgivesthej th pixel in thetransformedimage.For example,a translationof an
integernumberof pixelsis representedasamatrixwhoseentriesTj k are1 if thetranslation
of locationk in thesourceimageis locationj in the destinationimage,and0 otherwise.
Hence,the transformedforegroundappearanceis givenby Tf andthe transformedmask
prior by T � . Given the transformedmaskprior, the conditionaldistribution for the kth
maskpixel is

P(mk = 1j � ; T ) = (T � )k : (1)

Theobservedimagex is generatedby acompositionof thetransformedforegroundappear-
anceandthebackgroundplussomenoise.Theconditionaldistribution for thekth image
pixel is givenby

P(xk j b; f ; m; T ; � ) = N (xk j (Tf )k ; � � 1
f )m k N (xk j bk ; � � 1

b )1� m k (2)

where� = (� f ; � b) arethenoiseprecisionsfor the foregroundlayerandthebackground
layer respectively. Theelementsof bothb andf aregivenbroadGaussianpriorsandthe
prior on each� is a broadGammadistribution. Theprior on eachelementof � is a Beta
distribution.

3 Factorisedvariational inference

Given the above modelanda setof imagesf x 1; : : : ; xN g, the inferencetask is to learn
a posteriordistribution over all othervariablesincluding the background,the foreground
appearanceand maskprior, the transformationand maskfor eachimageand the noise
precisions.Directapplicationof Bayes's theoremis intractablebecausethis would require
integratingover all unobserved variables. Instead,we turn to the approximateinference
techniqueof variational inference[6].

Variationalinferenceinvolvesde�ning a factorisedvariationaldistribution Q andthenop-
timising to minimise the Kullback-LeiblerdivergencebetweenQ and the true posterior
distribution. Themotivationbehindthis methodologyis thatwe expecttheposteriorto be
unimodalandtightly peakedandsoit canbewell approximatedby aseparabledistribution.
In thispaper, wechooseourvariationaldistributionto befactorisedwith respectto eachel-
ementof b, f , m and� andalsowith respectto � f and� b. Thefactorof Q corresponding
to eachof thesevariableshasthesameform astheprior over thatvariable.For example,
thefactorfor thekth elementof � is aBetadistributionQ(� k ) = � (� k j a0; b0). Thechoice
of approximationto theposteriorover theaf�ne transformQ(T ) is a morecomplex one,
andwill bediscussedbelow.

Theoptimisationof theQ distributionis achievedby �rstly initialising theparametersof all
factorsandtheniteratively updatingeachfactorin turnsoasto minimisetheKL divergence
whilst keepingall otherfactors�x ed. If we de�ne H to bethesetof all hiddenvariables,
thenthefactorfor thei th memberH i is updatedusing

logQ(H i ) = hlogP(f x1; : : : ; xN g; H )i � Q(H i ) + const: (3)
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Figure 2: The messagespassedwhen VMP is applied to the generative model. Themessagesto
or from T arenotshown (seetext). Whereamessageis shown asleaving theN plate,thedestination
nodereceives a set of N messages,one from eachcopy of the nodeswithin the plate. Wherea
messageis shown enteringtheN plate,themessageis sentto all copiesof thedestinationnode.All
expectationsarewith respectto thevariationaldistributionQ.

whereh:i � Q(H i ) meanstheexpectationunderthedistribution givenby theproductof all
factorsof Q exceptQ(H i ).

When the model is a Bayesiannetwork, this optimisationprocedurecan be carriedout
in a modularfashionby applyingVariationalMessagePassing(VMP) [7, 8]. UsingVMP
makesit verymuchsimplerandquickerto extend,modify, combineor compareprobabilis-
tic models;it givesthesameresultsasapplyingfactorisedvariationalinferenceby handand
placesno additionalconstraintson the form of the model. In VMP, messagesconsisting
of vectorsof realnumbersaresentto eachnodefrom its parentandchildrenin thegraph.
In our model,the messagesto andfrom all nodes(exceptT ) areshown in Figure2. By
expressingeachvariationalfactorasanexponentialfamily distribution,the`naturalparam-
etervector' [8] of thatdistributioncanbeoptimisedusing(3) by addingmessagesreceived
atthecorrespondingnode.For example,if theprior overb is N (b j � ; 
 � 1), theparameter
vectorof the factorQ(b) = N (b j � 0; 
 0� 1) is updatedfrom themessagesreceivedat b
using

natural param : vector
z }| {�

� 0
 0

� 1
2 
 0

�
=

prior
z }| {�

� 

� 1

2 


�
+

NX

i =1

receiv ed messages
z }| {�

h� bi (1 � m i ) � x i i
� 1

2 h� bi (1 � m i )i

�
: (4)

The form of the naturalparametervectorvariesfor differentexponentialfamily distribu-
tions (Gaussian,Gamma,Beta,discrete. . . ) but the updateequationremainsthe same.
Following this update,themessagebeingsentfrom b is recomputedto re�ect thenew pa-
rametersof Q(b). For detailsof thederivationthis updateequationandhow to determine
VMP messagesfor agivenmodel,see[8].

Wherea set of similar messagesare sentcorrespondingto the pixels of an image,it is
convenientto think insteadof a singlemessagewhereeachelementis itself an image. It
is ef�cient to structurethe implementationin this way becausemessagecomputationand
parameterupdatescanthenbecarriedoutusingblockoperationsonentireimages.



4 Learning the object transformation

Following [3], we decomposethe layer transformationinto a productof transformations
andde�ne a variationaldistribution that is separableover each.To allow for af�ne trans-
formations,wechooseto decomposeT into threetransformationsappliedsequentially,

T = T xy T r sT a : (5)

In thisexpression,T xy is a two-dimensionaltranslationbelongingto a �nite setof transla-
tionsTxy . Similarly, T r s is a rotationanduniform scalingandsothespaceof transforms
is alsotwo-dimensionalandis discretisedto form a �nite setTr s. Thethird transformation
T a is a freeform(non-discretised)af�ne transform. The variationaldistribution over the
combinedtransformT is givenby

Q(T ) = Q(T xy )Q(T r s)Q(T a): (6)

BecauseT xy andT r s arediscretised,Q(T xy ) andQ(T r s) arede�ned to bediscretedis-
tributions.Wecanapply(3) to determinetheupdateequationsfor thesedistributions,

logQ(T xy ) = hmi : (T xy hT r sT a log � i ) + h1 � m i : (T xy hT r sT a log(1 � � )i )

+ � f hmi :
�
x � T xy hT r sT a f i � 1

2 T xy


T r sT a f 2� �

+ zxy (7)

logQ(T r s) =


T � 1

xy m
�

: (T r s hT a log � i ) +


T � 1

xy (1 � m)
�

: (T r s hT a log(1 � � )i )

+ � f


T � 1

xy (m � x)
�

: (T r s hT a f i ) � 1
2 � f



T � 1

xy m
� �

T r s


T a f 2��

+ zr s(8)

wherezxy andzr s areconstantswhichcanbefoundby normalisation.

As describedin [3], the evaluationof (7) and(8) for all T xy 2 Txy andall T r s 2 Tr s
canbecarriedoutef�ciently usingFastFourierTransformsin eitherCartesianor log-polar
co-ordinatesystems.Theuseof FFTsallowsusto makebothTxy andTr s large:wesetTxy
to containall translationsof a wholenumberof pixelsandTr s to contain360rotations(at
1� intervals) and50 scalings(whereeachscalingrepresentsa � 1:5% increasein length
scale).FFTscanbeusedwithin theVMP framework asboth(7) and(8) involvequantities
thatarecontainedin messagesto T (seeFigure2).

Finally, wede�ne thevariationaldistributionover T a to beadeltafunction,

Q(T a) = � (T a � T ?
a): (9)

Unlike all theothervariationalfactors,this cannotbeoptimisedanalytically. To minimise
theKL divergence,weneedto �nd thevalueof T ?

a thatmaximises

Fa =


T � 1

r s T � 1
xy m

�
: (T ?

a hlog � i ) +


T � 1

r s T � 1
xy (1 � m)

�
: (T ?

a hlog(1 � � )i )

+ � f


T � 1

r s T � 1
xy (m � x)

�
: (T ?

a hf i ) � 1
2 � f



T � 1

r s T � 1
xy m

� �
T ?

a



f 2��

: (10)

Thislocalmaximisationis achievedef�ciently by usingatrust-regionNewtonmethod.The
assumptionis thatthesearchthroughTxy andTr s haslocatedthecorrectposteriormodein
transformspaceandthatit is only necessaryto usegradientmethodsto �nd thepeakof that
mode. This assumptionappearedvalid for the imagesequencesusedin our experiments,
even when the transformationof the foregroundlayer was not well approximatedby a
similarity transformalone.

Inferencein this modelis madeharderdueto aninherentnon-identi�ability problem.The
poseof thelearnedappearanceandmaskprior is unde�nedandsoapplyingatransformto f
and� andtheinverseof thetransformto eachT i resultsin anunchangedjoint distribution.
Whenapplyinga variationaltechnique,suchnon-identi�ability leadsto many morelocal
minimain theKL divergence.We partially resolve this issueby addinga constraintto this
modelthat theexpectedmaskh� i is centred,so that its centreof gravity is in themiddle
of thelatentimage.This constraintis appliedby shifting theparametersof Q(� ) directly
following eachupdate(andalsoshiftingQ(f ) andeachQ(T ) appropriately).



Background Example frame #1 Foreground #1 Normalised frame #1

Object appearance & mask Example frame #2 Foreground #2 Normalised frame #2

Figure 3: Tracking a hand undergoing extremeaf�ne transformation. The �rst columnshows
the learnedbackgroundandmaskedobjectappearance.Thesecondandthird columnscontaintwo
framesfrom thesequencealongwith theforegroundsegmentationfor each.The�nal columnshows
eachframetransformedby theinverseof theinferredobjecttransform.In eachimagetheredoutline
surroundstheareawherethetransformedmaskprior � is greaterthan0:5.

4.1 Usingbottom-up information to impr ove inference

Giventhat� is centred,we cansigni�cantly improve convergenceby usingbottom-upin-
formationaboutthetranslationof theobject.For example,theinferredmaskm i for each
frameis very informative aboutthe locationof the object in that frame. Using suf�cient
data,wecouldlearnaconditionalmodelP(T xy j hm i i ) andboundT xy by only consider-
ing translationswith non-negligible posteriormassunderthis conditionalmodel. Instead,
we usea conservative,hand-constructedboundon T xy basedon theassumptionthat,dur-
ing inference,themostprobablemaskunderQ(m i ) consistsof a (noisy)subsetof thetrue
maskpixels. Supposethe truemaskcontainsM non-zeropixelswith secondmomentof
areaI M andthe currentmostprobablemaskcontainsV non-zeropixels (V � M ) with
secondmomentof areaI V . A boundon c, thepositionof thecentreof the inferredmask
relative to thecentreof truemask,is givenby

diag(ccT ) � (M � V ) diag(I M =V � I V =M ): (11)

We cangain a conservative estimateof M and I M by using the maximumvaluesof V
and I V acrossall frames,multiplied by a constant� � 1:2. The boundis deliberately
constructedto beconservative; its purposeis to discardsettingsof T xy thathavenegligible
probabilityunderthemodelandsoavoid localminimain thevariationaloptimisation.The
boundis updatedat eachiterationandappliedby settingQ(T xy ) = 0 for valuesof T xy
outsidethebound.Q(T xy ) is thenre-normalised.

Theuseof thisboundonT xy is intendedasaverysimpleexampleof incorporatingbottom-
up informationto improve inferencewithin a generative model. In futurework, we intend
to investigateusingmoreinformative bottom-upcues,suchasoptical �o w or tracked in-
terestpoints,to proposeprobabletransformationswithin this model. Incorporatingsuch
proposalsor boundsinto a variationalinferenceframework bothspeedsconvergenceand
helpsavoid localminima.

5 Experimental results

We presentresultson two video sequences.The �rst is of a handrotatingboth parallel
to the imageplaneandaroundits own axis, whilst also translatingin threedimensions.
The sequenceconsistsof 59 greyscaleframes,eachof size160� 120 pixels (excluding
theborder).Our Matlab implementationtook abouta minuteper frameto analysethese-



Appearance & mask Example frame #1 Foreground #1 Example frame #2 Foreground #2

Figure4: Af�ne tracking of a semi-transparent object.

Appearance & mask First frame Foreground Last frame Foreground

Figure 5: Tracking an object with changing appearance. A personis tracked throughouta se-
quencedespitetheir appearancechangingdramaticallyfrom between�rst andlast frames.Theblue
outlineshows theinferredmaskm whichdiffersslightly from � dueto theobjectchangingshape.

quence,overhalf of whichwasspenton theconjugategradientoptimisationstep.Figure3
shows the expectedvaluesof the backgroundandforegroundlayersunderthe optimised
variationaldistribution, alongwith foregroundsegmentationresultsfor two framesof the
sequence.Theright handcolumngivesanotherindicationof theaccuracy of the inferred
transformationsby applyingtheinversetransformationto theentireframeandshowing that
thehandthenhasaconsistentnormalisedpositionandsize.In avideoof thehandshowing
thetrackedoutline,1 theoutlineappearsto movesmoothlyandfollow thehandwith ahigh
degreeof accuracy, despitethesystemnotusingany temporalconstraints.

Resultsfor asecondsequenceshowing acyclist aregivenin Figure4. Althoughthecyclist
andhershadow aretrackedcorrectly, the learnedappearanceis slightly inaccurateasthe
systemis unableto capturethe perspective foreshorteningof the bicycle. This could be
correctedby allowing T a to includeprojective transformations.

6 Tracking objectswith changingappearance

The modeldescribedso far makesthe assumptionthat the appearanceof the objectdoes
notchangesigni�cantly from frameto frame.If thesetof imagesareactuallyframesfrom
a video, we canmodelobjectswhoseappearancechangesslowly by allowing the model
to usethe objectappearancein the previous frameasthe basisfor its appearancein the
currentframe.However, we maynot know if theimagesarevideoframesand,evenif we
do, theobjectmaybeoccludedor out-of-framein theprevious image.We cancopewith
thisuncertaintyby inferringautomaticallywhetherto usethepreviousframeor thelearned
appearancef . Switchingbetweentwo methodsin thisway is similar to [9].

Themodelis extendedby introducingabinaryvariablesi for eachframeandde�ne anew
appearancevariablegi = si f + (1 � si )T � 1

i � 1x i � 1. Hencegi eitherequalstheforeground
appearancef (if si = 1) or the transform-normalisedprevious frame(if si = 0). For the
�rst frame,we �x s1 = 1. Wethenreplacef with gi in (2) andthenapplyVMP within the
resultingBayesiannetwork.

The extendedmodel is ableto track an objecteven whenits appearancechangessigni�-
cantly throughoutthe imagesequence(seeFigure5). The binary variablesi is found to
have anexpectedvalue� 0 for all frames(exceptthe�rst). Usingthetrackedappearance

1Videosof resultsareavailablefrom http://johnwinn.org/Research/affine .



allows theforegroundsegmentationof eachframeto beaccurateeventhoughtheobjectis
poorly modelledby theinferredappearanceimage.If we introduceanabruptchangeinto
thesequence,for exampleby reversingthesecondhalf of thesequence,hsi i is foundto be
� 1 for theframefollowing thechange.In otherwords,thesystemhasdetectednot to use
thepreviousframeat thispoint,but to revert to usingthelatentappearanceimagef .

7 Discussion

We have proposeda methodfor localisingan objectundergoing af�ne transformwhilst
simultaneouslylearningits shapeandappearance.This power of this methodhasbeen
demonstratedby trackingmoving objectsin several real videos,including wherethe ap-
pearanceof the objectchangessigni�cantly from start to end. The systemmakesno as-
sumptionsaboutthespeedof motionof theobject,requiresno specialinitialisationandis
robustto theobjectbeingtemporarilyoccludedor moving outof frame.

A naturalextensionto thiswork is to allow multiple layers,with eachlayerhaving its own
latentshapeandappearanceandsetof af�ne transformations.Unfortunately, asthenum-
ber of latentvariablesincreases,the inferenceproblembecomescorrespondinglyharder
andan exhaustive searchbecomeslesspractical. Instead,we are investigating perform-
ing inferencein a simplermodelwherea subsetof thevariableshave beenapproximately
marginalisedout. Theresultsof usingthis simplermodelcanthenbeusedto guideinfer-
encein thefull model.A furtherinterestingadditionto themodelwouldbeto allow layers
to begroupedinto rigid or articulatedthree-dimensionalobjects.
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